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Agenda

POWERG6 CPU architecture

— Design points, units & cache organization
P575 system architecture

— SMP capabilities, Infiniband interconnect, GPFS
IBM HPC software stack for POWERG6

— Parallel Environment (MPI)
— XL Compilers (OpenMP)

— Important Performance Tools
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POWERG6 Schematic Architecture — Feeds & Speeds

A word of caution:

POWERG6 systems differ
significantly in the number
of buses, bus widths,
memory channels used
and in L3 bandwidth.

So POWERG = POWERSG.
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POWERG Architectural Highlights

Ultra-High Frequency of 4-5 GHz (highest in industr  y)
2 independent fixed point units (FXU)
— 2-4 cycle latency and high throughput (except for integer multiplies & divides)

2 independent floating point units (FPU)
— 6-8 cycle latency (same as POWERS5 at twice the clock speed !)
— FDIV and FSQRT no longer stall the FPU pipeline (P5 would stall)
— Fused Multiply-Add (FMA) instructions (16-20 GFlop/s peak / core)
— Improved accuracy single-cycle reciprocal and square root estimates (FRE/FRSQRTE)

Improved simultaneous multi-threading (SMT)
— 7 instruction simultaneous instruction dispatch / cycle (max 5 per thread)

L1 data cache doubled to 64kB per core (P5 was 32kB  only)
Large core-private 4MB L2 caches (P5 was 1,9 MB sha red only)
Large chip-shared 32 MB L3 cache with on-chip direc  tory (P5 had 36MB)

Comprehensive, flexible and programmable data prefe  tching capabilities
— New prefetching for stores mechanism, 16 independent prefetch streams per core

High bandwidth from all levels of memory hierarchy to the registers

VMX Unit for SIMD execution of 4x 32-bit FP and int  eger operations
— 32-40 GFlop/s peak / core in 32-bit arithmetics
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POWERG Design Sacrifices

Some performance relevant sacrifices had to be made to constrain
— power consumption, heat production and manufacturing costs

Mostly in-order execution model (P5 was out-of-orde r
— On POWERSG6 only FPU instructions may be reordered with respect to one another
— Puts more pressure on the scheduler of the compiler and the programmer

No store-forwarding to a subsequent load (P5 has ST  FW)
— load is stalled until store into L2 is complete (happens rarely)

Short store reorder queue (SRQ) with only 16 entrie s (P5 has 32 single entries)
— Completing a store takes at least 23 cycles (important for copy loops)
— Typically one store / cycle except for double entries and store chaining

Delayed FPU dispatching (no delay on P5)
— advantage: FPU load-to-use latency of O cycles
— disadvantage: 12 cycle forwarding penalty to BRU for FPU compares

VMX added late in design stage (added early in Powe rPC)
— Not as powerful / clock as older PowerPC designs

L2 cache only runs with ¥z core clock speed (full cl ock on P5)
— 20-26 cycles latency (13-14 cycles on POWERY5)

No separate translation-look-aside (TLB) buffer (ev  ery other CPU has it)

— POWERSG uses a different effective address translating mechanism
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POWERG Design Counter Measures

L2 improvements to compensate higher latency
— double-pumped to keep bandwidth to L1 up
— private instead of shared L2 cache design to eliminate false sharing between cores
— L2 size quadrupled to increase hit rates
Improved SMT efficiency vs. in-order processing
— exploit bubbles in the execution pipelines more effectively than POWERS5
Load-look-ahead prefetch (LLAP) mode vs. in-order p  rocessing
— reduces number of stalls due to L1 misses
— All other ops are executed in no-op mode (they don‘t modify the state of the CPU)
— works across branches
Store chaining to compensate for short SRQ
— stores to consecutive addresses can be completed in pairs in the same cycle
— effectively doubles the rate at which SRQ can be drained
New effective address (EA) translation mechanismre  places TLB
— 128 entry D-ERAT table (D-ERAT miss causes table walk in system page tables)
— Each entry corresponds to one 4k, 64k or 16MB page (-> use 64k or 16M pages !)
Fast-path move GPR to/from FPR vs. lack of store fo  rwarding (STFW)
— Addresses the most common situation where STFW would be required
— Unfortunately, this will remain a ,POWERG6 only“ feature
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POWERG p575 Memory latency & Bandwidths @4.7 GHz

L1 2 cycles 75137,5 GB/s
L2 20-26 cycles 150 /75 GB/s
L3 160 cycles 18,8 /18,8 GB/s
Memory 450 cycles 4+ GB/s / core

8 entry load miss queue (LMQ)
— First L1 load miss switches core to load-look-ahead prefetch (LLAP) mode
— DBCT instruction creates an entry in LMQ
16 prefetch queue (PRQ) entries (streams)
— Automatic detection of upstream and downstream patterns for both loads & stores
— 8 per SMT thread, LRU replacement policy (protectable streams possible)
— Software allocation of streams possible (to speed up stream ramp-up time)
— Prefetching stops at page boundary (most effective with 64kB and 16MB pages)
16 entry store reorder queue (SRQ)
— Hides latency for storing directly into L2
32 entry store miss queue (SMQ)
— If store misses L2 (DCBTST creates an entry in SMQ)
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POWERG p575 Node Overview

Ultra-high density SMP node

— 32 cores / 2U rackmount server

— 14 servers / rack = 448 cores / rack
Very high compute performance

— 32x 4,7 GHz POWERG cores
* 2 SMT threads per core
— 32x4MB =128 MB L2 cache

— 16 x 32 MB =512 MB L3 cache
Very High Scalability
— 32 way cc-NUMA SMP (64 hardware threads)

— 9000+ cores with single Infiniband switch hierarchy
(much more with multiple layers)

Very High Reliability
— POWERG6 RAS, memory chip Kill, redudancy design
High Communication Bandwidth
— 14,4 GBJs external Infiniband bandwidth (uni-directional)
— 18-180 GB/s internal bi-section bandwidth
High Memory Bandwidth (125-160 GB/s)
— 32 GB to 256 GB capacity
Balanced System Design
— performance, cost, power consumption, floor-space
Main Target Areas

— Compute & memory intensive applications (weather,
environmental, seismic, fluid dynamics)

Direct water cooling

21. Jul 2008 © 2008 IBM Corporation



10

| IBM Systems & Technology Group — Technical Conference 2008

POWERG p575 Schematic Architecture — Feeds & Speeds
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POWERG p575 Node Architecture Diagram
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Sustained memory bandwidths (per core)

L2: ~70 GB/s read , ~35 GB/s write

L3: ~9 GB/s read, ~9 GB/s write

Memory (local MCM, node pump interleave): ~4 GB/s

Distinguished memory bandwidth hierarchy requires cache aware programming

* Different from POWERS or vector computers which were very flat in terms of
bandwidth

Sustained MPI communication bi-section bandwidths ( uni-directional)

Intra-chip: ~180 GB/s
Intra-quad: ~50 GB/s (local coherency domain)
Inter-quad: ~18 GB/s (global coherency domain)

Distinguished communication bandwidth hierarchy requires topology awareness
for task layout

* Group strongly communicating tasks in same chip or quad for optimal
performance (@ task_geometry feature from LoadLeveler)

* Current PE implementation does not yet exploit this in MPI collectives (future
optimization potential)



IB DDR 4x Bandwidth

0.9"*2 GB/s = 1,8 GB/s per Link

1,2 GB/s sustained with single MPI task

1,75 GB/s sustained with >= 2 MPI tasks

Latency: 3,4 microsecs

Global cache coherency broadcast dominates

4 DDR 4x Links per Galaxy-2 adapter

4 x 1,8 GB/s = 7,2 GB/s (uni-directional)

14,4 GB/s for 2 adapters (uni-directional)

Sustained 13 GB/s (uni-directional)
With >= 16 tasks/node

Sustained 18 GB/s (bi-directional)
With >= 8 tasks/node

Global cache coherency broadcast bandwidth
limits the performance

RDMA (MP_USE_BULK_XFER=yes)
Best with large messages (>= 64k)

With large number of MPI tasks (>=32/node) FIFO mode
can often give better results
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Low level messaging API
Supports complex datatypes concept

Supports RDMA and multiple adapters (but currently no striping over
Infiniband)

Use, if you need maximum communication performance and you
don't require MPI ordered message delivery semantics

MPI 2.0 compliant, except dynamic process spawning
Supports MPMD model

Strong implementation of MPI datatypes

Light weight command line interface to govern multiple dbx sessions



Backfill scheduler
Infiniband adapter aware (but not yet switch topolgy aware)
Support for processor binding & memory affinity

Support user controlled task layout

LIsubmit : submit a batch job for queuing
Llg : query the LL queues
LIstatus : query the status of system and nodes

Licancel : cancel a queued or running batch job



POWERG6 optimizing Fortran compiler

VMX/Altivec support (auto-SIMD code generation support)
OpenMP 2.5 & most of OpenMP 3.0 (auto-parallelization support)
Full Fortran 95 support, pursuing Fortran 2003 std.

Supports many performance enhancing compiler directives

POWERG6 optimizing C/C++ compiler
OpenMP 2.5 % most of OpenMP 3.0 (auto-parallelization support)

Full C99 and latest ISO C++ standards compliance

Exploits & supports restrict pointer qualifier
Many performance enhancing compiler pragmas



Sampling based profile with (almost) zero runtime impact

Supports library and assembly statement granularity

Xprofiler (graphical viewer for gprof and other things)
MPI trace library (MPI tracing and summaries)
HPC counter analysis (hpmcount & libhpm)

Peekperf (MPI trace visualization)

Vampir (TU Dresden)
Scalasca (FZ Julich)
TAU (U. of Minnesota)



Highest clock rates in the industry

Improved SMT mode (often feels like a quad-core)
Dual, independent FPUs supporting FMA

Large & fast L2 & L3 caches

strong implicit & explicit prefetching capabilities

In-order processing of instructions

Weaker memory bandwidth / peak flop (compared to P5)
branches in compute intensive inner loops

LHS situations & integer multiplications

Pronounced intra-core bandwidth peaks

Dual-level cache-coherency protocol creates some inhomogneity in
intra-node bandwidth
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